
New	  Frontiers	  of	  Automated	  Content	  Analysis	  in	  the	  Social	  Sciences	  (ACA)	  —	  July	  1-‐3,	  2015

Extracting	  interesting	  concepts	  	  
from	  large-‐scale	  textual	  data

Vasileios	  Lampos,	  University	  College	  London



Minimising	  the	  usual	  introduction

+ the	  Internet	  ‘revolution’	  

+ successful	  web	  products	  feeding	  from	  user	  activity	  
(search	  engines,	  social	  networks)	  

+ large	  volumes	  of	  digitised	  data	  (‘Big	  Data’)	  

+ lots	  of	  user-‐generated	  text	  &	  activity	  logs	  

Can	  we	  arrive	  to	  better	  understandings	  of	  our	  
‘world’	  from	  this	  data?
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Overview	  

A.	  	  	  Prefixed	  keyword-‐based	  mining	  
B.	  	  	  Automating	  feature	  selection	  
C.	  	  	  User-‐centric	  (bilinear)	  modelling	  
D.	  	  	  Inferring	  user	  characteristics

Extracting	  interesting	  concepts	  from	  large-‐scale	  textual	  data

100%5%



Word	  taxonomies	  for	  emotion

WordNet	  Affect	  
+ builds	  on	  WordNet	  —	  automated	  word	  selection	  
+ anger,	  disgust,	  fear,	  joy,	  sadness,	  surprise	  
(Strapparava	  &	  Valitutti,	  2004)	  

Linguistic	  Inquiry	  and	  Word	  Count	  (LIWC)	  
+ taxonomies	  have	  been	  evaluated	  by	  human	  judges	  
+ affect,	  anger,	  anxiety,	  sadness,	  negative	  or	  positive	  emotions	  
(Pennebaker	  et	  al.,	  2007)



Applying	  emotion	  taxonomies	  	  
on	  Google	  Books



Emotion	  Score	  =	  Mean	  of	  normalised	  emotion	  term	  frequencies	  

Left:	  	  	  	  Joy	  minus	  Sadness	  —	  WWII,	  Baby	  Boom,	  Great	  Depression	  
Right:	  Emotional	  expression	  in	  English	  books	  decreases	  over	  the	  years
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(Acerbi,	  Lampos,	  Garnett	  &	  Bentley,	  2013)
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Literary	  Misery	  (LM	  	  =	  Sadness	  -‐	  Joy)	  vs.	  	  
Economic	  Misery	  (EM,	  10-‐year	  past-‐moving	  average)	  	  

for	  books	  written	  in	  American	  English	  and	  US	  financial	  indices
(Bentley,	  Acerbi,	  Ormerod	  &	  Lampos,	  2014)

EM	  =	  Inflation	  +	  Unemployment



…and	  now	  let’s	  apply	  keyword	  
based	  sentiment	  extraction	  
tools	  on	  Twitter	  content



Collective	  mood	  
patterns	  (UK)	  

Top:	  
‘joy’	  time	  series	  
across	  3	  years	  

Bottom:	  
rate	  of	  mood	  change	  

for	  ‘anger’	  and	  
‘fear’	  (50-‐day	  

window);	  peaks	  
indicate	  increase	  in	  

mood	  change	  

(Lansdall-‐Welfare,	  
Lampos	  &	  Cristianini,	  

2012)
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We turned our attention to the issue of 
public mood, or sentiment. Our goal was to 
analyse the sentiment expressed in the collec-
tive discourse that constantly streams through 
Twitter. Or – as we called it – the mood of 
the nation. 

We used tweets sampled from the 54 larg-
est cities in the UK over a period of 30 months. 
There were more than 9 million different users, 
and 484 million tweets. It is important to notice 
that studies of this kind rely on very efficient 
methods of data management and text mining, 
which we have been refining for years, during 
our studies of news content5, as well as social 
media content. Our infrastructure is based on 
a central database, and multiple independent 
modules that can annotate the data6.

Notice also that the period we analysed 
goes from July 2009 to January 2012, a period 
marked by economic downturn and some so-
cial tensions. This will become relevant when 
analysing our findings.

There are standard methods in text analy-
sis to detect sentiment: they are used mostly 
in marketing research, when analysts want to 
know the opinion of users of a certain camera, 
or viewers of a certain TV show. Each of the 
basic emotions (fear, joy, anger, sadness) is 
associated with a list of words, generated by 
a combination of manual and automatic meth-
ods, and successively benchmarked on a test 
set. This is called citation-sentiment analysis. 
We did not want to develop a new method 
for sentiment analysis, so we directly applied 
a standard one to the textual stream generated 
by UK Twitter users. We sampled the tweet-
stream every 3 to 5 minutes, specifying location 
to within 10 km of an urban centre. Our word-
list contained 146 anger words, 92 fear words, 
224 joy words and 115 sadness words. They 

can be found at the WordNet-Affect website 
(http://wordnet.princeton.edu)7.

In the flu project we had a “ground truth”, 
of independently-measured flu cases. This 
time around we did not, as no one seems to be 
constantly measuring sentiment in the general 
population. This means that the methods and 
the conclusions will be of a different nature. 
Whereas in the flu project the list of keywords 
(whose frequency is used to compute the flu 
score) is discovered by our algorithm, with 
the goal of maximising correlation with the 
ground truth, in the mood project we had to 
feed the key words in ourselves – we got them 
from citation-sentiment analysis as mentioned 
above – and we have no ground truth to com-
pare the result with. 

By applying these tools to a time series of 
about 3 years of Twitter content we found that 
each of the four key emotions changes over 
time, in a manner that is partly predictable (or 
at least interpretable). We were reassured to 
find there was a periodic peak of joy around 

Christmas (Figure 2) – surely due to greetings 
messages – and a periodic peak of fear around 
Halloween, again probably due to increased 
usage of certain keywords such as ‘scary’. These 
were sanity checks, which showed us that 
word-counting methods can provide a reason-
able approach to sentiment or mood analysis. 
How far Christmas greetings accurately repre-
sent real joy, as opposed to duty and wishful 
thinking, is of course another question. We do 
not expect that a high frequency of the word 
‘happy’ necessarily signifies happier mood in 
the population. Our measures of mood are not 
perfect, but these effects could be filtered away 
by a more sophisticated tool designed to ignore 
conventional expressions such as ‘Happy New 
Year’. It is, however, a remarkable observation 
that certain days have reliably similar values 
in different years. This suggests that we have 
reduced statistical errors to a very low level.

But what came out most strongly is the 
strong transition, towards a more negative 
mood, that started in the week of October 20th, 
2010. This was the week that the Prime Minis-
ter Gordon Brown announced massive cuts in 
public spending. It was a clear change point that 
we could validate by a statistical test. It was, if 
you like, the moment that people realised that 
austerity was not just for others; it would be 
affecting their own lives too. The effects of that 
major shift in collective mood are still felt today.

We also found a sustained growth in an-
ger (Figure 4) in the weeks leading up to the 
summer riots of August 2011, when parts of 
London and several other cities across England 
suffered widespread violence, looting and arson.  

It is interesting that the growth in anger 
seems to have started before the riots them-
selves, but this does not mean that we could 

Figure 1. A word cloud automatically generated from Twitter traffic. The larger the word, the greater the 
correlation with flu epidemics. Upside-down words have negative correlations

Figure 2. Plot of the time series representing levels of joy estimator over a period of 2½ years. Notice the peaks 
corresponding to Christmas and New Year, Valentine’s day and the Royal Wedding
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Overview	  

A.	  	  	  Prefixed	  keyword-‐based	  mining	  
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The	  case	  of	  influenza-‐like	  illness	  (ILI)
+ existence	  of	  ‘ground	  truth’	  enables	  optimisation	  of	  keyword	  selection	  
+ supervised	  learning	  task	  (f:	  X	  —>	  y)

(Lampos	  &	  Cristianini,	  2010	  
Lampos,	  De	  Bie	  &	  Cristianini,	  2010

Case	  study:	  nowcasting	  ILI	  rates	  

+ infer	  ILI	  rates	  based	  on	  user	  data	  
+ ‘ground	  truth’	  provided	  via	  traditional	  

health	  surveillance	  schemes	  
+ complementary	  disease	  indicator	  
+ earlier-‐warning	  
+ applicable	  to	  parts	  of	  the	  world	  with	  

less	  comprehensive	  healthcare	  systems	  
+ noisy,	  biased	  demographics,	  media	  bias
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Tracking the flu pandemic
by monitoring the Social Web
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Abstract—Tracking the spread of an epidemic disease like
seasonal or pandemic influenza is an important task that can
reduce its impact and help authorities plan their response. In
particular, early detection and geolocation of an outbreak are
important aspects of this monitoring activity. Various methods
are routinely employed for this monitoring, such as counting
the consultation rates of general practitioners. We report on
a monitoring tool to measure the prevalence of disease in a
population by analysing the contents of social networking tools,
such as Twitter. Our method is based on the analysis of hundreds
of thousands of tweets per day, searching for symptom-related
statements, and turning statistical information into a flu-score.
We have tested it in the United Kingdom for 24 weeks during the
H1N1 flu pandemic. We compare our flu-score with data from
the Health Protection Agency, obtaining on average a statistically
significant linear correlation which is greater than 95%. This
method uses completely independent data to that commonly used
for these purposes, and can be used at close time intervals, hence
providing inexpensive and timely information about the state of
an epidemic.

I. INTRODUCTION

Monitoring the diffusion of an epidemic in a population
is an important and challenging task. Information gathered
from the general population can provide valuable insight to
health authorities about the location, timing and intensity of
an epidemic, or even alert the authorities of the existence of a
health threat. Gathering this information, however, is a difficult
as well as resource-demanding procedure.

Various methods can be used to estimate the actual number
of patients affected by a given illness, from school and
workforce absenteeism figures [1], to phone calls and visits to
doctors and hospitals [2]. Other methods include randomised
telephone polls, or even sensor networks to detect pathogens
in the atmosphere or sewage ([3], [4]). All of these methodolo-
gies require an investment in infrastructure and have various
drawbacks, such as the delay due to information aggregation
and processing times (for some of them).

A recent article reported on the use of search engine data
to detect geographic clusters with a heightened proportion of
health-related queries, particularly in the case of “Influenza-
like Illness” (ILI) [5]. It demonstrated that timely and reliable
information about the diffusion of an illness can be obtained
by examining the content of search engine queries.
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Fig. 1: Flu rates from the Health Protection Agency (HPA) for
regions A-E (weeks 26-49, 2009). The original weekly HPA’s
flu rates have been expanded and smoothed in order to match
with the daily data stream of Twitter (see section III-B).

This paper extends that concept, by monitoring the content
of social-web tools such as Twitter1, a micro-blogging website,
where users have the option of updating their status with
their mobile phone device. These updates (referred to as
tweets) are limited to 140 characters only, similarly to the
various schemes for mobile text messaging. Currently there
are approximately 5.5 million Twitter users in the United
Kingdom (UK). We analyse the stream of data generated by
Twitter in the UK and extract from it a score that quantifies
the diffusion of ILI in various regions of the country. The
score, generated by applying machine learning technology, is
compared with official data from the Health Protection Agency
(HPA)2, with which it has a statistically significant linear
correlation coefficient that is greater than 95% on average.

The advantage of using Twitter to monitor the diffusion
of ILI is that it can reveal the situation on the ground by
utilising a stream of data (tweets) created within a few hours,
whereas the HPA releases its data with a delay of 1 to 2
weeks. Furthermore, since the source of the data is entirely

1Twitter, http://twitter.com/.
2Health Protection Agency, http://www.hpa.org.uk/.
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Case	  study:	  nowcasting	  ILI	  rates	  

+ infer	  ILI	  rates	  based	  on	  Twitter	  data	  
+ ‘ground	  truth’	  provided	  via	  traditional	  

health	  surveillance	  schemes	  
+ complementary	  disease	  indicator	  
+ earlier-‐warning	  
+ applicable	  to	  parts	  of	  the	  world	  with	  

less	  comprehensive	  healthcare	  systems	  
+ noisy,	  biased	  demographics,	  media	  bias

(Lampos	  &	  Cristianini,	  2010	  and	  	  
Lampos,	  De	  Bie	  &	  Cristianini,	  2010)

Official	  ILI	  regional	  rates



The	  case	  of	  influenza-‐like	  illness	  (ILI)

Twitter	  data	  
+ 27	  million	  tweets	  from	  54	  UK	  urban	  centres	  
+ June	  22	  to	  December	  6,	  2009	  

Health	  surveillance	  data	  
+ ILI	  rates	  expressing	  GP	  consultations	  per	  100,000	  people,	  
where	  the	  diagnosis	  was	  ILI	  

Feature	  extraction	  
+ a	  few	  handcrafted	  terms,	  and	  
+ all	  unigrams	  from	  related	  websites	  (Wikipedia,	  NHS,	  etc.)	  
+ =	  1560	  stemmed	  unigrams	  (most	  of	  which	  unrelated)

(Lampos	  &	  Cristianini,	  2010	  and	  	  
Lampos,	  De	  Bie	  &	  Cristianini,	  2010)



Regularised	  text	  regressionRegression basics — Lasso
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≠≠≠ if m > n, at most n variables can be selected
≠≠≠ strongly corr. predictors æ model-inconsistent (Zhao & Yu, 2009)
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broadly	  known	  as	  the	  ‘lasso’	  (Tibshirani,	  1996)
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Manual	  vs.	  automated	  feature	  selection
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HPA’s Flu rate (region D)

41	  handcrafted	  markers	  
blood,	  cold,	  cough,	  dizzy,	  feel	  sick,	  	  
feeling	  unwell,	  fever,	  flu,	  headache,	  
runny	  nose,	  shivers,	  sore	  throat,	  

stomach	  ache	  (…)	  

Automatically	  selected	  unigrams	  
lung,	  unwel,	  temperatur,	  like,	  headach,	  

season,	  unusu,	  chronic,	  child,	  dai,	  appetit,	  
stai,	  symptom,	  spread,	  diarrhoea,	  start,	  
muscl,	  weaken,	  immun,	  feel,	  liver	  (…)

r	  =	  0.86 r	  =	  0.97

(Lampos	  &	  Cristianini,	  2010)



Robustifying	  the	  previous	  algorithm

Lasso	  may	  not	  select	  the	  true	  model	  due	  to	  collinearities	  in	  the	  feature	  space	  
(Zhao	  &	  Yu,	  2006)	  

Bootstrap	  lasso	  (‘bolasso’)	  for	  feature	  selection	  	  	  	  	  	  (Bach,	  2008)	  

+ For	  a	  number	  (N)	  of	  bootstraps,	  i.e.	  iterations	  
+ Sample	  the	  feature	  space	  with	  replacement	  (Xi)	  
+ Learn	  a	  new	  model	  (wi)	  by	  applying	  lasso	  on	  Xi	  and	  y	  
+ Remember	  the	  n-‐grams	  with	  nonzero	  weights	  

+ Select	  the	  n-‐grams	  with	  nonzero	  weights	  in	  p%	  of	  the	  N	  bootstraps	  

+ p	  can	  be	  optimised	  using	  a	  held-‐out	  validation	  set	  

—	  Will	  all	  this	  generalise	  to	  a	  different	  case	  study?

(Lampos,	  De	  Bie	  &	  Cristianini,	  2010	  and	  	  
Lampos	  &	  Cristianini,	  2012)



Robustifying	  the	  previous	  algorithm
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Word	  cloud	  —	  Selected	  n-‐grams	  for	  ILI



So,	  apart	  from	  flu,	  
we	  also	  tried	  to	  nowcast	  	  

rainfall	  rates.



Word	  cloud	  —	  Selected	  n-‐grams	  for	  rain



Inference	  
examples	  

Top:	  
ILI	  rates	  

Bottom:	  
Rainfall	  rates
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Overview	  

A.	  	  	  Prefixed	  keyword-‐based	  mining	  
B.	  	  	  Automating	  feature	  selection	  
C.	  	  	  User-‐centric	  (bilinear)	  modelling	  
D.	  	  	  Inferring	  user	  characteristics

Extracting	  interesting	  concepts	  from	  large-‐scale	  textual	  data

100%35%



User-‐centric	  modelling	  :	  why?

+ text	   regression	   models	   usually	   focus	   on	   the	  
word	  space	  

+ social	  media	  context	  —>	  words,	  but	  also	  users	  

+models	  may	   benefit	   by	   incorporating	   a	   form	   of	  
user	  contribution	  in	  the	  current	  word	  modelling	  

+ in	  this	  way	  more	  relevant	  users	  contribute	  more,	  
and	  irrelevant	  users	  may	  be	  filtered	  out	  

(Lampos,	  Preotiuc-‐Pietro	  &	  Cohn,	  2013)



Bilinear Text Regression — The general idea (1/2)
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Bilinear Text Regression — The general idea (2/2)
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Linear	  regression

Bilinear Text Regression — The general idea (1/2)
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Bilinear	  regression

‘bilinear’	  modelling	  :	  definition



‘bilinear’	  modelling	  :	  definition
Bilinear Text Regression — The general idea (2/2)
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Bilinear Text Regression — The general idea (2/2)
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Bilinear	  regularised	  regressionBilinear Text Regression — The general idea (2/2)
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Bilinear Text Regression — Regularisation
• users p œ Z+
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Â(·): regularisation function with a set of hyper-parameters (◊)
• if Â (vvv, ⁄) = ⁄Îv

v

vÎ
¸1 Bilinear Lasso

• if Â (vvv, ⁄1, ⁄2) = ⁄1Îv

v

vÎ2
¸2 + ⁄2Îv

v

vÎ
¸1 Bilinear Elastic Net (BEN)

(Lampos et al., 2013)
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(Lampos,	  Preotiuc-‐Pietro	  &	  Cohn,	  2013)



An	  extension:	  bilinear	  &	  multi-‐task

+ optimise	   (learn	   the	   model	   parameters	   for)	   a	  
number	  of	  tasks	  jointly	  

+ attempt	  to	  improve	  generalisation	  by	  exploiting	  
domain	  specific	  information	  of	  related	  tasks	  

+ good	   choice	   for	   under-‐sampled	   distributions	  
(knowledge	  transfer)	  

+ application-‐driven	  reasons	  (e.g.	  voting	  intention	  
modelling)	  

(Caruana,	  1997;	  Lampos,	  Preotiuc-‐Pietro	  &	  Cohn,	  2013)



Bilinear	  multi-‐task	  text	  regressionBilinear Multi-Task Learning
• tasks · œ Z+

• users p œ Z+

• observations Q

Q

Q

i

œ Rp◊m

, i œ {1, ..., n} — XXX
• responses y

y

y

i

œ R·

, i œ {1, ..., n} — Y

Y

Y

• weights, bias u

u

u

k

,w

w

w

j

,—

—

— œ R·

, k œ {1, ..., p} — U

U

U, W

W

W, —

—

—

j œ {1, ..., m}

f (QQQ
i

) = tr
1
U

U

U

T
Q

Q

Q

i

W

W

W

2
+ —

—

—

◊ ◊

U

U

U

T
Q

Q

Q

i

W

W

W

v.lampos@ucl.ac.uk Slides: http://bit.ly/1GrxI8j 23/45
23

/45

Bilinear Multi-Task Learning
• tasks · œ Z+

• users p œ Z+
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Bilinear	  Group	  l2,1	  (BGL)Bilinear Multi-Task Learning
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Bilinear Group ¸2,1¸2,1¸2,1 (BGL) (1/2)

• tasks · œ Z+

• users p œ Z+

• observations Q

Q

Q

i

œ Rp◊m

, i œ {1, ..., n} — XXX
• responses y

y

y

i

œ R·

, i œ {1, ..., n} — Y

Y

Y

• weights, bias u

u

u

k

,w

w

w

j

,—

—

— œ R·

, k œ {1, ..., p} — U

U

U, W

W

W, —

—

—

j œ {1, ..., m}

argmin
U

U

U,W

W

W ,—

—

—

I
·ÿ

t=1

nÿ

i=1

1
u

u

u

T
t

Q

Q

Q

i

w

w

w

t

+ —

t

≠ y

ti

22

+ ⁄

u

pÿ

k=1
ÎU

U

U

k

Î2 + ⁄

w

mÿ

j=1
ÎW

W

W

j

Î2

J

• BGL can be broken into 2 convex tasks: first learn {W

W

W,—

—

—}, then
{U

U

U,—

—

—} and vv + iterate through this process

v.lampos@ucl.ac.uk Slides: http://bit.ly/1GrxI8j 24/45
24

/45

(Argyriou	  et	  al.,	  2008)



BGL’s	  main	  property
Bilinear Group ¸2,1¸2,1¸2,1 (BGL) (2/2)
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• a feature (user/word) is selected for all tasks (not just one), but
possibly with di�erent weights

• especially useful in the domain of politics (e.g. user pro party A,
against party B)
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Bilinear Group ¸2,1¸2,1¸2,1 (BGL) (1/2)
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+ a	  feature	  (user	  or	  word)	  is	  usually	  selected	  (activated)	  for	  
all	  tasks,	  but	  with	  different	  weights	  

+ useful	  in	  the	  domain	  of	  political	  preference	  inference



Inferring	  voting	  
intention	  via	  Twitter	  

Left	  side:	  
UK	  —	  3	  parties,	  42K	  
users	  (~	  to	  regional	  
population),	  81K	  
unigrams,	  240	  polls,	  
2	  years	  

Right	  side:	  
Austria	  —	  4	  parties,	  
1.1K	  manually	  
selected	  users,	  23K	  
unigrams,	  98	  polls,	  1	  
year	  
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BGL-‐scored	  tweet	  examples	  (Austria)
Party Tweet Score User	  type

SPÖ
Inflation	  rate	  in	  Austria	  slightly	  down	  in	  July	  
from	  2.2	  to	  2.1%.	  Accommodation,	  Water,	  

Energy	  more	  expensive.
0.745 Journalist

ÖVP
Can	  really	  recommend	  the	  book	  “Res	  Publica”	  
by	  Johannes	  #Voggenhuber!	  Food	  for	  thought	  

and	  so	  on	  #Europe	  #Democracy
-‐2.323 User

FPÖ
Campaign	  of	  the	  Viennese	  SPO	  on	  “Living	  

together”	  plays	  right	  into	  the	  hands	  of	  right-‐
wing	  populists

-‐3.44 Human	  
rights

GRÜ

Protest	  songs	  against	  the	  closing-‐down	  of	  the	  
bachelor	  course	  of	  International	  

Development:	  <link>	  #ID_remains	  #UniBurns	  
#UniRage

1.45 Student	  
Union



Overview	  

A.	  	  	  Prefixed	  keyword-‐based	  mining	  
B.	  	  	  Automating	  feature	  selection	  
C.	  	  	  User-‐centric	  (bilinear)	  modelling	  
D.	  	  	  Inferring	  user	  characteristics

Extracting	  interesting	  concepts	  from	  large-‐scale	  textual	  data

100%63%



Predicting	  user	  impact	  on	  Twitter

+ Validate	   a	   hypothesis:	   “User	   behaviour	   on	   a	   social	  
platform	  reflects	  on	  user	  impact”	  

+What	  parts	  of	  user	  behaviour	  are	  more	  relevant	  to	  
a	  notion	  of	  user	  impact?	  

+ In	  this	  regard,	  how	  informative	  are	  the	  text	   inputs	  
from	  the	  users?	  

(Lampos,	  Aletras,	  Preotiuc-‐Pietro	  &	  Cohn,	  2014)



Defining	  an	  impact	  score	  (S)

Impact  distribution  for  users  with
high  (H)  values  of  this  feature  as  
opposed  to  low  (L).  Red  line  is  the

mean  impact  score.
Tweet  a  lot  about
Showbiz  and  Politics,
with  (L)  or  without  
(NL)  using  <URL>’s

*  bubble  size  inverse  proportional  to  learned  GP  ARD  kernel
lengthscales  and  represent  predicitve  relevance;;  colours  split
between  the  types  of  features;;  nuances  of  the  same  colour
are  only  for  visual  effect

Topics  computed  over  reference  Twitter  corpus
Spectral  clustering  with  NPMI  as  similarity  measure

damon,  potter
#tvd,  harry
elena,  kate

portman,  pattinson
hermione,  jennifer

senate,  republican
gop,  police

arrested,  voters
robbery,  democrats
presidential,  elections

38,020  UK  located  Twitter  users  
from  14.04.2011-12.04.2012
~48  mil  deduplicated  tweets

Green  represents  correlation  using  profile
features,  blue  is  the  gain  adding  topics

Task:  Predict  user  impact  based  on
features  under  the  user’s  control
Ridge  regression  (LIN)

Non-linear  methods  (GP)

Gaussian  Processes  with  ARD  kernel

User impact — a simplified definition
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—>	  number	  of	  followers
—>	  number	  of	  followees

—>	  number	  of	  times	  listed
—>	  logarithm	  is	  applied	  on	  a	  positive	  

β	  	  	  	  Vasileios	  Lampos	  ~	  @lampos	  
ν	  	  	  	  Nikolaos	  Aletras	  ~	  @nikaletras	  

40K	  Twitter	  accounts	  (UK)	  considered

http://www.twitter.com/lampos
http://www.twitter.com/nikaletras


Impact	  prediction	  as	  a	  regression	  task

(Lampos,	  Aletras,	  Preotiuc-‐Pietro	  &	  Cohn,	  2014)
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0.7140.712

0.667

Ridge	  Regression Gaussian	  Process



Some	  of	  the	  most	  
important	  user	  
attributes	  for	  impact	  
(excl.	  topics)	  

500	  accounts	  with	  
the	  lower	  (L)	  and	  
higher	  (H)	  impacts	  
for	  an	  attribute	  

Impact	  plus	  
+ more	  tweets	  
+ more	  @mentions	  
+ more	  links	  
+ less	  @replies	  
+ less	  inactive	  days	  

Impact	  minus	  
+ less	  tweets	  
+ less	  links	  
+ more	  inactive	  days

0

100
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100
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100

0

100

0 10 20 300
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L H
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mean	  	  
impact	  score	  
	  for	  ALL	  users

(Lampos,	  Aletras,	  
Preotiuc-‐Pietro	  &	  
Cohn,	  2014)



We	  can	  guess	  the	  impact	  
of	  user	  from	  user	  activity,	  	  
but	  can	  we	  infer	  his	  /	  her	  

occupation?



Inferring	  the	  occupational	  class	  of	  a	  Twitter	  user

“Socioeconomic	  variables	  are	  influencing	  language	  use.”	  

+ Validate	  this	  hypothesis	  on	  a	  larger	  data	  set	  

+ Downstream	  applications	  
+ research	  (social	  science	  &	  other	  domains)	  
+ commercial	  

+ Proxy	  for	  income,	  socioeconomic	  class	  etc.,	  i.e.	  
further	  applications	  

(Bernstein,	  1960;	  Labov,	  1972/2006)

(Preotiuc-‐Pietro,	  Lampos	  &	  Aletras,	  2015)



Standard	  Occupational	  Classification	  (SOC,	  2010)

C1	  	  	  Managers,	  Directors	  &	  Senior	  Officials	  —	  chief	  executive,	  bank	  manager	  

C2	  	  	  Professional	  Occupations	  —	  mechanical	  engineer,	  pediatrist,	  postdoc	  (!)	  

C3	  	  	  Associate	  Professional	  &	  Technical	  —	  system	  administrator,	  dispensing	  optician	  

C4	  	  	  Administrative	  &	  Secretarial	  —	  legal	  clerk,	  company	  secretary	  

C5	  	  	  Skilled	  Trades	  —	  electrical	  fitter,	  tailor	  

C6	  	  	  Caring,	  Leisure,	  Other	  Service	  —	  nursery	  assistant,	  hairdresser	  

C7	  	  	  Sales	  &	  Customer	  Service	  —	  sales	  assistant,	  telephonist	  

C8	  	  	  Process,	  Plant	  and	  Machine	  Operatives	  —	  factory	  worker,	  van	  driver	  

C9	  	  	  Elementary	  —	  shelf	  stacker,	  bartender

Google	  “ONS”	  AND	  “SOC”	  for	  more	  information



Data
+ 5,191	  users	  mapped	  to	  their	  occupations,	  then	  mapped	  to	  one	  of	  the	  9	  

SOC	  categories	  —	  manual	  (!)	  labelling	  
+ 10	  million	  tweets	  
+ Get	  processed	  data:	  http://www.sas.upenn.edu/~danielpr/jobs.tar.gz	  

%	  of	  users	  per	  SOC	  category
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C1 C2 C3 C4 C5 C6 C7 C8 C9

http://www.sas.upenn.edu/~danielpr/jobs.tar.gz


Features

User	  attributes	  (18)	  
+ number	  of	  followers,	  friends,	  listings,	  follower/friend	  ratio,	  

favourites,	  tweets,	  retweets,	  hashtags,	  @-‐mentions,	  @-‐replies,	  links	  
and	  so	  on	  

Topics	  —	  Word	  clusters	  (200)	  
+ SVD	  on	  the	  graph	  laplacian	  of	  the	  word	  x	  word	  similarity	  matrix	  

using	  normalised	  PMI,	  i.e.	  a	  form	  of	  spectral	  clustering 

+ Skip-‐gram	  model	  with	  negative	  sampling	  to	  learn	  word	  embeddings	  
(Word2Vec);	  pairwise	  cosine	  similarity	  on	  the	  embeddings	  to	  derive	  
a	  word	  x	  word	  similarity	  matrix;	  then	  spectral	  clustering	  on	  the	  

(Bouma,	  2009;	  von	  Luxburg,	  2007)

(Mikolov	  et	  al.,	  2013)
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Topics
Manual	  label Most	  central	  words;	  Most	  frequent	  words Rank

Arts archival,	  stencil,	  canvas,	  minimalist;	  art,	  design,	  print 1

Health chemotherapy,	  diagnosis,	  disease;	  risk,	  cancer,	  mental,	  stress 2

Beauty	  Care exfoliating,	  cleanser,	  hydrating;	  beauty,	  natural,	  dry,	  skin 3

Higher	  
Education

undergraduate,	  doctoral,	  academic,	  students,	  curriculum;	  
students,	  research,	  board,	  student,	  college,	  education,	  library 4

Software	  
Engineering

integrated,	  data,	  implementation,	  integration,	  enterprise;	  
service,	  data,	  system,	  services,	  access,	  security 5

Football bardsley,	  etherington,	  gallas;	  van,	  foster,	  cole,	  winger 7

Corporate consortium,	  institutional,	  firm’s;	  patent,	  industry,	  reports 8

Cooking parmesan,	  curried,	  marinated,	  zucchini;	  recipe,	  meat,	  salad 9

Elongated	  
Words

yaaayy,	  wooooo,	  woooo,	  yayyyyy,	  yaaaaay,	  yayayaya,	  yayy;	  
wait,	  till,	  til,	  yay,	  ahhh,	  hoo,	  woo,	  woot,	  whoop,	  woohoo 12

Politics
religious,	  colonialism,	  christianity,	  judaism,	  persecution,	  

fascism,	  marxism;	  human,	  culture,	  justice,	  religion,	  democracy 16



Discussion	  topics	  
per	  occupational	  
class	  —	  CDF	  plots	  

Plots	  explained	  
Topic	  more	  prevalent	  
in	  a	  class	  (C1-‐C9),	  if	  
the	  line	  leans	  closer	  
to	  the	  bottom-‐right	  
corner	  of	  the	  plot	  

Upper	  classes	  
+ Higher	  Education	  
+ Corporate	  
+ Politics	  

Lower	  classes	  
+ Beauty	  Care	  
+ Elongated	  Words
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Figure 2: CDFs for six of the most important topics; the x-axis is on the log-scale for display purposes. A
point on a CDF line indicates the fraction of users (y-axis point) with a topic proportion in their tweets
lower or equal to the corresponding x-axis point. The topic is more prevalent in a class, if the CDF line
leans closer to the bottom-right corner of the plot.

class pair. Figure 3 visualises these differences.
There, we confirm that adjacent classes use simi-
lar topics of discussion. We also notice that JSD
increases as the classes are further apart. Two main
groups of related classes, with a clear separation
from the rest, are identified: classes 1–2 and 6–9.
For the users belonging to these two groups, we
compute their topic usage distribution (for the top
topics listed in Table 4). Then, we assess whether
the topic usage distributions of those super-classes
of occupations have a statistically significant dif-

ference by performing a two-sample Kolmogorov-
Smirnov test. We enumerate the group topic usage
means in Table 5; all differences were indeed sta-
tistically significant (p < 10

�5). From this compar-
ison, we conclude that users in the higher skilled
classes have a higher representation in all top topics
but ‘Beauty Care’ and ‘Elongated Words’. Hence,
the original hypothesis about the difference in the
usage of language between upper and lower occu-
pational classes is reconfirmed in this more generic
testing. A very noticeable difference occurs for the



Left:	  Distance	  (Jensen-‐Shannon	  divergence)	  between	  topic	  distributions	  for	  
the	  different	  occupational	  classes,	  depicted	  on	  a	  heatmap	  

Right:	  Comparison	  of	  mean	  topic	  usage	  between	  supersets	  of	  occupational	  
classes	  (1-‐2	  vs.	  6-‐9)

Topics C 1–2 C 6–9
Arts 4.95 2.79
Health 4.45 2.13
Beauty Care 1.40 2.24
Higher Education 6.04 2.56
Software Engineering 6.31 2.54
Football 0.54 0.52
Corporate 5.15 1.41
Cooking 2.81 2.49
Elongated Words 1.90 3.78
Politics 2.14 1.06

Table 5: Comparison of mean topic usage for
super-sets (classes 1–2 vs. 6–9) of the occupational
classes; all values were multiplied by 103. The dif-
ference between the topic usage distributions was
statistically significant (p < 10

�5).

‘Corporate’ topic, whereas ‘Football’ registers the
lowest distance.

7 Related Work

Occupational class prediction has been studied in
the past in the areas of psychology and economics.
French (1959) investigated the relation between var-
ious measures on 232 undergraduate students and
their future occupations. This study concluded that
occupational membership can be predicted from
variables such as the ability of subjects in using
mathematical and verbal symbols, their family eco-
nomic status, body-build and personality compo-
nents. Schmidt and Strauss (1975) also studied the
relationship between job types (five classes) and
certain demographic attributes (gender, race, expe-
rience, education, location). Their analysis identi-
fied biases or discrimination which possibly exist
in different types of jobs. Sociolinguistic and so-
ciology studies deduct that social status is an im-
portant factor in determining the use of language
(Bernstein, 1960; Bernstein, 2003; Labov, 2006).
Differences arise either due to language use or due
to the topics people discuss as parts of various so-
cial domains. However, a large scale investigation
of this hypothesis has never been attempted.

Relevant to our task is a relation extraction ap-
proach proposed by Li et al. (2014) aiming to ex-
tract user profile information on Twitter. They used
a weakly supervised approach to obtain informa-
tion for job, education and spouse. Nonetheless,
the information relevant to the job attribute re-

gards the employer of a user (i.e. the name of a
company) rather than the type of occupation. In
addition, Huang et al. (2014) proposed a method
to classify Sina Weibo users to twelve predefined
occupations using content based and network fea-
tures. However, there exist significant differences
from our task since this inference is based on a dis-
tinct platform, with an ambiguous distribution over
occupations (e.g. more than 25% related to me-
dia), while the occupational classes are not generic
(e.g. media, welfare and electronic are three of the
twelve categories). Most importantly, the applied
model did not allow for a qualitative interpreta-
tion. Filho et al. (2014) inferred the social class of
social media users by combining geolocation infor-
mation derived from Foursquare and Twitter posts.
Recently, Sloan et al. (2015) introduced tools for
the automated extraction of demographic data (age,
occupation and social class) from the profile de-
scriptions of Twitter users using a similar method
to our data set extraction approach. They showed
that it is feasible to build a data set that matches
the real-world UK occupation distribution as given
by the SOC.

8 Conclusions

Our paper presents the first large-scale systematic
study on language use on social media as a factor
for inferring a user’s occupational class. To address
this problem, we have also introduced an exten-
sive labelled data set extracted from Twitter. We
have framed prediction as a classification task and,
to this end, we used the powerful, non-linear GP
framework that combines strong predictive perfor-
mance with feature interpretability. Results show
that we can achieve a good predictive accuracy,
highlighting that the occupation of a user influences
text use. Through a qualitative analysis, we have
shown that the derived topics capture both occupa-
tion specific interests as well as general class-based
behaviours. We acknowledge that the derivations
of this study, similarly to other studies in the field,
are reflecting the Twitter population and may expe-
rience a bias introduced by users self-mentioning
their occupations. However, the magnitude, occupa-
tional diversity and face validity of our conclusions
suggest that the presented approach is useful for
future downstream applications.

that our model captures the general user skill level.

6.3 Qualitative Analysis

The word clusters that were built from a reference
corpus and then used as features in the GP classi-
fier, give us the opportunity to extract some qual-
itative derivations from our predictive task. For
the rest of the section we use the best performing
model of this type (W2V-C-200) in order to anal-
yse the results. Our main assumption is that there
might be a divergence of language and topic us-
age across occupational classes following previous
studies in sociology (Bernstein, 1960; Bernstein,
2003). Knowing that the inferred GP lengthscale
hyperparameters are inversely proportional to fea-
ture (i.e. topic) relevance (see Section 5), we can
use them to rank the topic importance and give
answers to our hypothesis.

Table 4 shows 10 of the most informative top-
ics (represented by the top 10 most central and
frequent words) sorted by their ARD lengthscale
Mean Reciprocal Rank (MRR) (Manning et al.,
2008) across the nine classifiers. Evidently, they
cover a broad range of thematic subjects, includ-
ing potentially work specific topics in different do-
mains such as ‘Corporate’ (Topic #124), ‘Software
Engineering’ (#158), ‘Health’ (#105), ‘Higher Ed-
ucation’ (#21) and ‘Arts’ (#116), as well as topics
covering recreational interests such as ‘Football’
(#186), ‘Cooking’ (#96) and ‘Beauty Care’ (#153).

The highest ranked MRR GP lengthscales only
highlight the topics that are the most discrimina-
tive of the particular learning task, i.e. which topic
used alone would have had the best performance.
To examine the difference in topic usage across
occupations, we illustrate how six topics are cov-
ered by the users of each class. Figure 2 shows the
Cumulative Distribution Functions (CDFs) across
the nine different occupational classes for these six
topics. CDFs indicate the fraction of users having
at least a certain topic proportion in their tweets. A
topic is more prevalent in a class, if the CDF line
leans towards the bottom-right corner of the plot.

‘Higher Education’ (#21) is more prevalent in
classes 1 and 2, but is also discriminative for classes
3 and 4 compared to the rest. This is expected be-
cause the vast majority of jobs in these classes
require a university degree (holds for all of the jobs
in classes 2 and 3) or are actually jobs in higher
education. On the other hand, classes 5 to 9 have a
similar behaviour, tweeting less on this topic. We

also observe that words in ‘Corporate’ (#124) are
used more as the skill required for a job gets higher.
This topic is mainly used by people in classes 1
and 2 and with less extent in classes 3 and 4, in-
dicating that people in these occupational classes
are more likely to use social media for discussions
about corporate business.

There is a clear trend of people with more skilled
jobs to talk about ‘Politics’ (#176). Indeed, highly
ranked politicians and political philosophers are
parts of classes 1 and 2 respectively. Neverthe-
less, this pattern expands to the entire spectrum
of the investigated occupational classes, providing
further proof-of-concept for our methodology, un-
der the assumption that the theme of politics is
more attractive to the higher skilled classes rather
than the lower skilled occupations. By examining
‘Arts’ (#116), we see that it clearly separates class
5, which includes artists, from all others. This topic
appears to be relevant to most of the classifica-
tion tasks and it is ranked first according to the
MRR metric. Moreover, we observe that people
with higher skilled jobs and education (classes 1–3)
post more content about arts. Finally, we examine
two topics containing words that can be used in
more informal occasions, i.e. ‘Elongated Words’
(#164) and ‘Beauty Care’ (#153). We observe a
similar pattern in both topics by which users with
lower skilled jobs tweet more often.

Figure 3: Jensen-Shannon divergence in the topic
distributions between the different occupational
classes (C 1–9).

The main conclusion we draw from Figure 2 is
that there exists a topic divergence between users in
the lower vs. higher skilled occupational classes. To
examine this distinction better, we use the Jensen-
Shannon divergence (JSD) to quantify the differ-
ence between the topic distributions across every
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Conclusions

Publicly	  available,	  user-‐generated	  content	  can	  be	  used	  to	  
better	  understand:	  
+ collective	  emotion	  
+ disease	  rates	  or	  the	  magnitude	  of	  some	  target	  events	  
+ voting	  intentions	  
+ user	  attributes	  (impact,	  occupation)	  

A	  number	  of	  studies	  (too	  many	  to	  cite)	  have	  attempted	  
different	  —	  sometimes	  improved	  —	  approaches	  on	  the	  
methods	  presented	  here.	  

Many	  studies	  have	  also	  explored	  different	  data	  mining	  
scenarios	  (e.g.	  infer	  user	  gender,	  financial	  indices	  etc.).



Some	  of	  the	  challenges	  ahead
+ Work	  closer	  with	  domain	  experts	  (social	  scientists	  to	  

epidemiologists)	  
e.g.	  in	  collaboration	  with	  Public	  Health	  England	  we	  proposed	  
a	  method	  for	  assessing	  the	  impact	  of	  a	  health	  intervention	  
through	  social	  media	  and	  search	  query	  data	  

+ Understand	  better	  the	  biases	  of	  the	  online	  media	  (when	  it	  is	  
desirable	  to	  conduct	  more	  generic	  conclusions)	  

note	  that	  sometimes	  these	  biases	  may	  be	  a	  good	  thing	  

+ Attack	  more	  interesting	  (usually	  more	  complex)	  questions	  
e.g.	  generalise	  the	  inference	  of	  offline	  from	  online	  behaviour	  

+ Improve	  on	  existing	  methods

(Lampos,	  Yom-‐Tov,	  Pebody	  &	  Cox,	  2015)



Collaborators	  participating	  in	  the	  work	  presented	  today

(in	  alphabetical	  order)	  

Alberto	  Acerbi	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Anthropology,	  Eindhoven	  University	  of	  Technology	  

Nikolaos	  Aletras	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Natural	  Language	  Processing,	  University	  College	  London	  

Alex	  Bentley	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Anthropology	  &	  Archaeology,	  University	  of	  Bristol	  

Trevor	  Cohn	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Natural	  Language	  Processing,	  University	  of	  Melbourne	  

Nello	  Cristianini	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Artificial	  Intelligence,	  University	  of	  Bristol	  

Tijl	  De	  Bie	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Computational	  Pattern	  Analysis,	  University	  of	  Bristol	  

Philip	  Garnett	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Complex	  Systems,	  University	  of	  York	  	  

Thomas	  Lansdall-‐Welfare	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Computer	  Science,	  University	  of	  Bristol	  

Paul	  Ormerod	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Decision	  Making	  and	  Uncertainty,	  University	  College	  London	  

Daniel	  Preotiuc-‐Pietro	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Natural	  Language	  Processing,	  University	  of	  Pennsylvania	  



Thank	  you!	  

slides	  available	  at	  
http://www.lampos.net/sites/default/files/slides/ACA2015.pdf

QR code generated on http://qrcode.littleidiot.be

Extracting	  interesting	  concepts	  	  
from	  large-‐scale	  textual	  data

http://www.lampos.net/sites/default/files/slides/ACA2015.pdf


Bonus	  slides

Extracting	  interesting	  concepts	  from	  large-‐scale	  textual	  data

100%



Training	  Bilinear	  Elastic	  Net	  (BEN)Bilinear Elastic Net (BEN)

argmin
u

u

u,w

w

w,—

I
nÿ

i=1

1
u

u

u

T
Q

Q

Q

i

w

w

w + — ≠ y

i

22
BEN’s objective function

+ ⁄

u1Îu

u

uÎ2
¸2 + ⁄

u2Îu

u

uÎ
¸1

+ ⁄

w1Îw

w

wÎ2
¸2 + ⁄

w2Îw

w

wÎ
¸1

J

2 4 6 8 10 12 14 16 18 20 22 24 26 28 30
0

0.4

0.8

1.2

1.6

2

2.4

Step
 

 
Global Objective
RMSE

Figure 2 : Objective function
value and RMSE (on hold-out
data) through the model’s
iterations

• Bi-convexity: fix u

u
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w

w and vv
• Iterating through convex

optimisation tasks: convergence
(Al-Khayyal & Falk, 1983; Horst & Tuy, 1996)

• FISTA (Beck & Teboulle, 2009)
in SPAMS (Mairal et al., 2010):
Large-scale optimisation solver,
quick convergence
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BEN’s	  objective	  function	  	  	  —	  	  —	  	  —	  	  —	  	  —>	  

Biconvex	  problem	  	  
+ fix	  u,	  learn	  w	  and	  vice	  versa	  
+ iterate	  through	  convex	  optimisation	  tasks	  

Large-‐scale	  solvers	  available	  
+ FISTA	  implemented	  in	  SPAMS	  library

(Beck	  &	  Teboulle,	  2009;	  Mairal	  et	  al.,	  2010)

Global	  objective	  function	  
during	  training	  (red)	  

Corresponding	  prediction	  
error	  on	  held	  out	  data	  (blue)



Frequency
Word
Outlet

Polarity

Yes

Yes+ -
Weight

a a

Bilinear	  modelling	  of	  EU	  unemployment	  via	  news	  summaries

(Lampos	  et	  al.,	  2014)



More	  information	  about	  Gaussian	  Processes
+ non-‐linear,	  kernelised,	  non-‐parametric,	  modular	  
+ applicable	  in	  both	  regression	  and	  classification	  scenarios	  
+ interpretable	  

Pointers	  
+ Book	  —	  “Gaussian	  Processes	  for	  Machine	  Learning”  

http://www.gaussianprocess.org/gpml/	  

+ Tutorial	  —	  “Gaussian	  Processes	  for	  Natural	  Language	  Processing”  
http://people.eng.unimelb.edu.au/tcohn/tutorial.html	  

+ Video-‐lecture	  —	  “Gaussian	  Process	  Basics”  
http://videolectures.net/gpip06_mackay_gpb/	  

+ Software	  I	  —	  GPML	  for	  Octave	  or	  MATLAB 
http://www.gaussianprocess.org/gpml/code	  

+ Software	  II	  —	  GPy	  for	  Python 
http://sheffieldml.github.io/GPy/

(Rasmussen	  &	  Williams,	  2006)

http://www.gaussianprocess.org/gpml/
http://people.eng.unimelb.edu.au/tcohn/tutorial.html
http://videolectures.net/gpip06_mackay_gpb/
http://www.gaussianprocess.org/gpml/code
http://sheffieldml.github.io/GPy/


Occupational	  class	  (9-‐way)	  classification	  confusion	  matrix

Rank Topic # Label Topic (most central words; most frequent words) MRR µ(l)

1 116 Arts
archival, stencil, canvas, minimalist, illustration, paintings, abstract, designs,

lettering, steampunk; art, design, print, collection, poster, painting, custom, logo,
printing, drawing

.43 1.35

2 105 Health
chemotherapy, diagnosis, disease, inflammation, diseases, arthritis, symptoms,
patients, mrsa, colitis; risk, cancer, mental, stress, patients, treatment, surgery,

disease, drugs, doctor
.20 2.76

3 153 Beauty Care
exfoliating, cleanser, hydrating, moisturizer, moisturiser, shampoo, lotions,
serum, moisture, clarins; beauty, natural, dry, skin, massage, plastic, spray,

facial, treatments, soap
.19 3.69

4 21 Higher
Education

undergraduate, doctoral, academic, students, curriculum, postgraduate, enrolled,
master’s, admissions, literacy; students, research, board, student, college,

education, library, schools, teaching, teachers
.18 3.21

5 158 Software
Engineering

integrated, data, implementation, integration, enterprise, configuration,
open-source, cisco, proprietary, avaya; service, data, system, services, access,

security, development, software, testing, standard
.17 3.10

7 186 Football
bardsley, etherington, gallas, heitinga, assou-ekotto, lescott, pienaar, warnock,

ridgewell, jenas; van, foster, cole, winger, terry, reckons, youngster, rooney,
fielding, kenny

.16 3.11

8 124 Corporate
consortium, institutional, firm’s, acquisition, enterprises, subsidiary, corp,

telecommunications, infrastructure, partnership; patent, industry, reports, global,
survey, leading, firm, 2015, innovation, financial

.15 2.44

9 96 Cooking parmesan, curried, marinated, zucchini, roasted, coleslaw, salad, tomato, spinach,
lentils; recipe, meat, salad, egg, soup, sauce, beef, served, pork, rice .15 3.00

12 164 Elongated
Words

yaaayy, wooooo, woooo, yayyyyy, yaaaaay, yayayaya, yayy, yaaaaaaay,
wooohooo, yaayyy; wait, till, til, yay, ahhh, hoo, woo, woot, whoop, woohoo .11 3.47

16 176 Politics
religious, colonialism, christianity, judaism, persecution, fascism, marxism,

nationalism, communism, apartheid; human, culture, justice, religion, democracy,
religious, humanity, tradition, ancient, racism

.08 3.09

Table 4: Topics, represented by their most central and most frequent 10 words, sorted by their ARD
lengthscale MRR across the nine GP-based occupation classifiers. µ(l) denotes the average lengthscale
for a topic across these classifiers. Topic labels are manually created.

Figure 1: Confusion matrix of the prediction results.
Rows represent the actual occupational class (C 1–
9) and columns the predicted class.

curacy than the SVD on the NPMI matrix. This
is consistent with previous work that showed the
efficiency of word2vec and the ability of those em-
beddings to capture non-linear relationships and
syntactic features (Mikolov et al., 2013a; Mikolov
et al., 2013b; Mikolov et al., 2013c).

LR has a lower performance than the non-linear

methods, especially when using clusters as features.
GPs usually outperform SVMs by a small margin.
However, these offer the advantages of not using
the validation set and the interpretability properties
we highlight in the next section. Although we only
draw our focus on major occupational classes, the
data set allows the study of finer granularities of oc-
cupation classes in future work. For example, pre-
diction performance for sub-major groups reaches
33.9% accuracy (15.6% majority class, 22 classes)
and 29.2% accuracy for minor groups (3.4% major-
ity class, 55 classes).

6.2 Error Analysis

To illustrate the errors made by our classifiers, Fig-
ure 1 shows the confusion matrix of the classi-
fication results. First, we observe that class 4 is
many times classified as class 2 or 3. This can be
explained by the fact that classes 2, 3 and 4 con-
tain similar types of occupations, e.g. doctors and
nurses or accountants and assistant accountants.
However, with very few exceptions, we notice that
only adjacent classes get misclassified, suggesting

predicted	  class
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